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Bob Calco
Chief Architect and Lead Developer

Mr. Calco is a seasoned enterprise architect and a proven software innovator with over 20+ years of

experience designing, building and leading teams to deliver large-scale, enterprise solutions in the

healthcare, financial services and retail sectors. For the past 5 years, Mr. Calco’s work has focused on

data sharing and interoperability both within and between large distributed enterprise systems. Mr.

Calco was the primary visionary and architect for the VistA.js Platform within the VA, a Class 1

enterprise microservices framework that enabled data federation and reconciliation across the VA’s

154 medical centers. That experience now drives his vision behind Apex’s Unify! and DomainMaster,

and their use of scripting in support of distributed microservices for sharing data across systems and

even organizational boundaries. He is leading the Apex Team utilizing these technologies to

address current industry challenges associated with Provider Data Management/Provider

Directories.

Mr. Calco is a certified expert in multiple programming languages, having worked productively in

over a dozen programming environments and platforms as diverse as C++, Delphi, Ada, Java, .NET

(C#, VB), JavaScript, LISP, Clojure, Scala, Smalltalk, Ruby and others.
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About Apex
Established in 2013, Apex Data Solutions LLC is a pioneer and 
leader in enterprise architecture platforms and point-of-
service data capture, data management, and reconciliation 
solutions. We develop and deliver scalable, extensible and 
configurable technologies for transforming raw digital data 
collected during provider-customer encounters into 
structured data. Our innovative research & development 
efforts and the resulting technologies can be utilized by 
enterprise customers regardless of the industry.

The Apex team has a proven track record of success in 
advancing cutting-edge interoperable technologies that 
integrate seamlessly across enterprise platforms and point-
of-service data reconciliation systems.

Apex’s open-source and commercial technologies empower 
data capture at the point of service and the resulting 
management, federation, and reconciliation of data through 
enterprise-tailored workflow engines that:

• Provide better outcomes at the point of service
• Enhance enterprise-level analytics of the collected data
• Offer major advances in achieving interoperability goals 

and objectives

Apex distinguishes itself among its competitors in two key 

areas: Our ongoing research aimed at solving complex 

interoperability and enterprise workflow challenges as well 

as our proven approach to solution development.

Apex’s team has deep experience with federal health 

information system development, cross-platform 

interoperability, enterprise architecture development and 

deployment, user interface design, security, software 

DevOps, compiler design and quality assurance.

Apex is a registered federal government contractor on the 

System for Award Management (SAM) with:

• CAGE code: 7AU93

• UIE number: EE57QQQJS7D8

• NAICS codes: 511210, 518210, 541511, 541512, 541519, 

and 541690
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How We Got Here

• We came to blockchain in healthcare through work we did for the VA.    As the Prime Contractor, 

we delivered a Class 1 microservices framework to be deployed at each VA medical center that 

enabled clinicians to federate and reconcile patient data across multiple instances of VistA.

• As part of that work, we demonstrated that you could introduce change at a specific VA medical 

center and propagate it to the other instances of VistA in near-real time.

• This microservices framework was designed to support any number of Enterprise Shared Services 

(such as Scheduling) as well as Clinical Applications such as Medication Reconciliation (MedRec).  

In delivering a MedRec prototype, we had a number of interesting requirements over and above 

the federating data across multiple instances of VistA.
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How We Got Here, continued

• We conceived an approach for MedRec that allowed the VA to have multiple people (including 

the patient) collaborating during a reconciliation session, from geographically diverse locations, 

and we were able to capture everything that happened – every change of state of the underlying 

data, whether it was an allergy or medication or clinical note.   

• It did it at such a granular level that we were able to create this idea of a “black box flight 

recorder.”  One of the issues became, how does a clinician know when he or she is done with a 

session and wants to submit it to analytics, that the data has not been tampered with or changed 

improperly?

• Blockchain offered an obvious benefit to solve this problem, and it had nothing to do with 

distributed anything!
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Agenda

• The HIMSS definition of interoperabilty is quite helpful. We’ll consider it.

• The way we have been thinking about the logistics of interoperability, however, is NOT helpful.

• Blockchain based on the distributed “ledger” metaphor is even worse.

• Why the wrong metaphors and leaky semantic abstractions can and often do lead us astray.

• So, what is the right metaphor? What is the best semantic abstraction to describe what we really 

mean/want? We need to introspect on some difficult questions:

• Why do we think we need systems to “talk to each other” at all? Why should they?

• Why do we think a distributed ledger based on cryptocurrency operational paradigm will make 

sharing clinical data easier?

• Is there any way blockchain can add value? Yes, absolutely. It has a valid purpose here.

• How might interoperability work “for real” that will be minimally disruptive (in the bad sense)?
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“Remember that not getting what you want is 

sometimes a wonderful stroke of luck.”

“How you think about the problem IS the problem!”

Some inspirational quotes

“If I had an hour to solve a problem, I’d spend 55 minutes thinking 

about the problem and 5 minutes thinking about solutions.”

-- The Dalai Lama

-- Steven Covey (?)

-- Albert Einstein
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First Principles

What is Data Interoperability 
& Why Do We Want It?
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HIMSS Interoperability Definition

“It is the ability of different information systems, devices and applications

(systems) to access, exchange, integrate and cooperatively use data in a 

coordinated manner, within and across organizational, regional and 

national boundaries, to provide timely and seamless portability of 

information and optimize the health of individuals and populations globally.

“Health data exchange architectures, application interfaces and standards

enable data to be accessed and shared appropriately and securely across the 

complete spectrum of care, within all applicable settings and with relevant 

stakeholders, including the individual.”
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What I Like About This Definition

• Though it’s easy to read it with implementation bias in mind, it is impossible to find any actual 

implementation bias in it. Nobody’s approach has any definitional advantage.

• Nothing about point-to-point systems, or blockchains, or even web services (traditional or 

“RESTful” or otherwise).

• No data storage or exchange approach is mentioned – it’s really about the goals.

• Nothing about the content of data exchange, except that it facilitate higher-level coordination 

across various technical and organizational boundaries. 

• Alludes to security / appropriate access concerns without being prescriptive

• Hints at underlying motivation:

• “optimize health of individuals and populations” 

• We have a sense something isn’t optimal, according to some sense or scope of the word.
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HIMSS Four “Levels” of Interoperability

• Level 1: Foundational Interoperability

• Establishes the inter-connectivity requirements needed for one system or application to securely communicate 

data to and receive data from another

• Level 2: Structural Interoperability

• Defines the format, syntax and organization of data exchange including at the data field level for interpretation

• Level 3: Semantic Interoperability

• Provides for common underlying models and codification of the data including the use of data elements with 

standardized definitions from publicly available value sets and coding vocabularies, providing shared 

understanding and meaning to the user

• Level 4: Organizational Interoperability

• Includes governance, policy, social, legal and organizational considerations to facilitate the secure, seamless 

and timely communication and use of data both within and between organizations, entities and individuals. 

These components enable shared consent, trust and integrated end-user processes and workflows
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Some Initial Observations considering the HIMSS 

Definition
• We have a strong, built-in, anthropomorphic sense that our systems should be “talking to each other” 

and “coordinating” like we do. 

• So, we talk about it in these terms, which means we think about it in these terms. This is the 

problem! Not the definition per se. What we impose on it.

• Healthcare practitioners, recipients, researchers, and policy makers are all frustrated at the seeming 

inability of our technologies to solve this problem. 

• But how much of the problem is technical in nature?

• The non-technical aspects of the problem are significant hidden sources of our frustration:

• Reasonable political obstacles to data sharing

• Valid security/trust and legal concerns

• Therefore, when “blockchain” showed another way to think about the problem, we rightly got excited.
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But!

• While some aspects of the canonical “blockchain” solution appear desirable 

– particularly security/zero-trust aspects of its use in cryptocurrency – we 

were too eager perhaps to attempt to mold our actual problem into 

something more amenable to the solution crypto-driven “blockchain” has 

to offer out of the box.

• I mean this with all due respect for the innovative spirit and intent behind 

attempts to leverage existing “blockchains” for the purpose of data 

interoperability.

We need to get to the root of what a blockchain is, before we can see 

how it might help. What it has become in the crypto domain is something 

rather evolved from its basic nature. This may seem radical to some.
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On Mismatched 
Metaphors and Leaky 
Abstractions
How to Think Outside 
the Blockchain Box in 
Healthcare IT
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Definition of RADICAL

adjective

• Arising from or going to a root or source; basic.

• Departing markedly from the usual or customary; extreme or 

drastic.

• Relating to or advocating fundamental or revolutionary changes 

in current practices, conditions, or institutions.

Thinking clearly is our goal here, not revolutionary change. In fact, 

as you’ll see, our proposal explicitly seeks to minimize pain and 

disruption.
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Hazards of mismatched metaphors and leaky 

abstractions

• Increased incidental complexity

• This is complexity NOT associated with your primary problem or domain

• For example, a “blockchain in healthcare” solution running on Ethereum has to deal with the 

notion of “gas.” 

• Gas is Ethereum’s way of preventing runaway computations (aka “Smart Contracts”). The 

alternative is a non-Turing complete language for representing contracts, which has its own trade-

offs. This is not a criticism of Ethereum or any other crypto-based ledger system.

• But this whole problem is specific to the mechanics of cryptocurrency transactions that have 

nothing to do with the problem of sharing clinical data per se.

• Therefore, a new problem of “incentives” and compensation is now introduced as an additional 

layer of difficulty on top of the original (actual) problem of sharing clinical data. 
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At Its Root, What is Blockchain, Really?

• Blockchain is just an algorithm for verifying data integrity over a handful of applicable data structures. It is not a 

solution, but elements of a solution depending on what your engineering goals are.

• More precisely: Blockchain verifies data integrity in a sequentially ordered list-like structure (for example, that it has 

not been tampered with or modified) by linking list elements with a hashing strategy.

• Blockchain also verifies two or more copies of the same list are identical by reference to the hash of the last element 

in the list, because it depends on the hash of every preceding element, in order.

• In other words, it’s a data integrity strategy. Period. Full stop. Everything to do with consensus models, and smart 

contracts and all the issues surrounding data mining etc. are completely orthogonal to the benefit that the 

blockchain brings, which is peace of mind that everyone has the same copy of data. Blockchain itself doesn’t care at 

all what you put in its blocks – that’s entirely domain-driven.
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And Now We Arrive at 
the Root of the Problem

• Not every domain fits like Procrustes on the 
bed of a ledger abstraction!

• Indeed, a ledger metaphor is specific to 
accounting and financial transactions. It will 
unnecessarily bias our thinking about our 
actual domain problem, if it isn’t related.

• This is an extraordinary common problem in 
programming, where abstractions are the 
name of the game. 

• We very easily shape our domain to fit the 
bed of what our favorite language or 
platform can express, rather than choose (or 
even create) the right language or platform 
for the job.
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Toward a New 
Understanding

We have the right goals. We 
just need to discover the best 
means to achieve them.
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Does Blockchain Have a Future Role in Solving 

Enterprise Interoperability?

• We need to stop taking a hammer-meet-nail approach by insisting that the ledger-based 

paradigm must be part of any enterprise interoperability solution.

• Because the ledger-based paradigm imposes a smart contract/tokenized/monetization model, it 

adds complexity and overhead to many enterprises rather than simplifying their data 

management and exchange needs.

• As an architect and technologist, I believe we should not succumb to an implementation bias, 

rather we must identify what blockchain concepts best support customer needs and their 

enterprise environments to determine what value, if any, blockchain-enabled solutions may offer.
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Interoperability and AI Key Points Demonstrated
• Interoperability

• Apex’s approach to “interoperability” is architecture-driven, not API-driven.

• Blockchain is used to construct single, authoritative source of truth suitable for internal SOR 

alignment. External alignment occurs via a distributed transactor.

• “Inter+Op”: Use of linked data provides the “inter” component, and the architecture 

provides the “Op” component.

• AI has several “entry points” in the architecture where it can add value:

• Transactor - for intelligent identity resolution and linking

• Domain cache - for intelligent state reconstruction over time and real-time discrepancy 

detection

• Domain cache - for Clinical Decision Support

• Synchronizer - for intelligent propagation and semi-automated discrepancy resolution.

• Long-term storage (“black box flight recorder”) - for virtually limitless Machine Learning and 

BI applications

• Adapters - for use of inference via OWL and logic programming
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Where We’re Going

• Apex is developing a platform based on our experience in data federation and reconciliation to focus 

on the operational side of interoperability. 

• We leverage blockchain in several specific places in the architecture where it makes sense, but it is by 

no means the sole component of the solution to the problem of data interoperability.   

• Our approach addresses a core limitation with current databases – they suffer from an information 

model that does not grapple properly with time and truth, thereby limiting what you can express in the 

data model.

• The immutability of data on a blockchain allows you to think outside the box in terms of how we think 

about identity, state and change over time.

This will have a radical impact on how we think about building distributed data-sharing systems!
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Where We’re Going, continued

• Consensus on a blockchain refers to the operational semantics of how information is accreted to 

the blockchain.  Consensus models are also concerned with security, fault recovery, and trust. 

• However, when you look at what actual data is on the blockchain and what you can do with it, 

there is an interesting problem that emerges as soon as you have this desired state of 

interoperability – all these systems have a different representation of truth about the identities that 

they have in common. 

• This results in a system-of-record perspective problem, not just a consensus problem.
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Where We’re Going, continued

• Our approach focuses not only on the data reconciliation challenge, but also on better ways to 

vet what is true over time and then to properly align all downstream systems of record that 

know about that shared identity.  

• We need the ability to take everything known about that identity and then reason about it.  

• Traditional information models breakdown at precisely this requirement!

• In our solutions, we therefore work heavily with linked data technologies which we are finding 

offer greater value in the problem area of detecting discrepancies as well as identifying and 

learning over time which sources of data are more reliable.
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What Is “Linked Data”?

• An W3C standard information model, also known as RDF or Resource Description 

Framework, based on statements of fact, composed of triples:

• Subject (the thing we’re talking about)

• Predicate (a property or attribute we associate with the subject)

• Object (a valid value for that property or attribute)

• Multiple triples form a graph. Open world assumption!

• Graphs can be queried in a language called SPARQL

• Graphs can be linked, and new data generated (read: inferred) from exiting data, by 

associating classes using RDFS+ and OWL and reasoning with rules.
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Imagine 
Success

We Can Do It If 
We Try



27

Re-Imagining Blockchain in Healthcare

• As discussed, the ledger concept, most often associated with blockchain implementations, doesn’t 

quite fit the clinical aspect of healthcare data or healthcare data exchange.

• The ledger is an accounting concept.  You are looking at transactions in exchange for value and it’s 

certainly one way to look at data exchange.  However, I don’t think that is the key metaphor for 

broader utilization in health care. 

• Instead, a more accurate way to think of this in a healthcare context is that it’s more about a journal of 

entity state-change events that have happened over time, things that we can see over time and 

track; this is where the immutability of blockchain data structures is essential because you have 

certainty about the sequence and timing of events.

• This allows us to build a distributed, single source of domain truth—in the language of the 

domain!
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Benefits of this approach…

• Radically simplifies reasoning about state of entity information over time. Hard guarantee that all instances of the 

domain cache that contain information about a given shared identity have the same data from all sources at any 

transaction point T, not just current T. Full history of change!

• On this basis we can begin to reason about correctness, incorporate collaborative curation where each organization 

can determine for themselves when and under what circumstances they automate alignment with each of their 

downstream SORs (or not). Domain cache may be sufficient.

• We know of at least one Clinical Decision Support vendor interested in this approach because it eliminates the 

need for them to build custom integrations with every EHR on the market that they run across.

• SORs themselves simply operate as designed. Nor forced changes to speak the language of the domain per se, no 

imposition of incompatible semantic abstractions or alien metaphors.

• Indeed, no longer necessary to rip and replace legacy systems. They can run as-is until new systems can replace 

them or gaps are filled by other means.

• Much less risk of breaking things, introducing error, and if error occurs, every change is fully, transparently 

auditable!
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Applying These Concepts
• Apex applied these concepts as part of the 2021 VA National Artificial Intelligence Institute 

Tech Sprint Series, where the Apex Team was a Tech Sprint Finalist & the Administrative Cohort 

Winner.

• The work conducted by the Apex Team resulted in a 2022 FedHealth IT Innovation Award to 

U.S. Department of Veterans Affairs National Artificial Intelligence Institute for the Provider 

Directory Interoperability Use Case.

• The Apex Team was recently awarded a contract by the VA to continue this work as part of a 

broader Provider Directory Pilot Use Case in collaboration with the VA, HHS & CMS
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Questions?

Email:  

information@apexdatasolutions.com
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Thank you for joining us today!

www.apexdatasolutions.com
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